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Abstract

People are often more influenced by opinions similar to their own and even seek
information from those with whom they expect to most agree—behaviors often
attributed to irrational biases. In this paper, I argue that these behaviors can be
understood within the context of rational social learning by accounting for the
presence of unobserved heterogeneity in preferences or priors. Individuals display
local learning by placing greater weight on opinions that are closer to their own.
When individuals choose who to learn from, local learning leads to the development
of echo chambers.
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1 Introduction

People rely on social learning to navigate the world: Consumers read product reviews,
firms gauge a technology’s quality by its level of adoption, and citizens consult each
other when forming their political opinions. Throughout the course of learning, people
routinely assess opinions that agree with their own to be more reliable (Nickerson, 1998)
and actively seek information from those with whom they tend to agree (Del Vicario
et al., 2016). Behaviors like these appear to conflict with classic models of rational
learning and have been attributed to the presence of biases in information processing.
Examples include confirmation bias (Nickerson, 1998), motivated reasoning (Kunda,
1990), persuasion bias (Jasny et al., 2015), and a desire for certainty (Boutyline and
Willer, 2017).

In this paper, I show that these seemingly anomalous patterns can be understood
within the context of rational learning. Specifically, in a population with unobserved
heterogeneity in preferences, individuals engaged in social learning rationally exhibit a
type of confirmation bias and naturally form into echo chambers. In the model, individu-
als take a sequence of actions and have uncertain payoff parameters drawn independently
for each action. The key assumption is that, while preferences are correlated between
individuals, they do not know the specific correlation coefficients relating their prefer-
ences. Social learning in a context of unobserved heterogeneity becomes a process of
dual learning: By observing the behavior of others an individual learns both about his
parameter of interest and the structure of the heterogeneity in the population. Encoun-
tering someone with divergent behavior could nowmean that this individual differs from
himself in important ways. As such, learning is local: Individuals place greater weight
on behavior closer to their own. When choosing who to learn from, individuals select
those with whom they expect to find the most agreement.

There are many real-world examples of dual learning processes. The following
presents four such examples.

Restaurant. Restaurant choice is a canonical example of social learning.1 Under
unobserved heterogeneity, the more positive experiences one has of a restaurant, the
more likely one is to discount a negative reviewer’s opinion as proceeding from different
preferences.

1Examples include Becker (1991), Banerjee (1992), Kirman (1993), Smith and Sorensen (2000),
Ellison and Fudenberg (1995),Chamley (2004), and Eyster and Rabin (2014).
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Politics. Individuals may form their political beliefs by sharing opinions, but may
also retain distinct preferences over policies due to different normative values and/or
interpretation of evidence. The larger the divergence in opinions, the more likely one is
to attribute disagreement to intrinsic differences.

Technological Innovation. Observed patterns in innovation diffusion are often ex-
plained as the result of heterogeneity among an innovation’s potential adopters.2 An
example is Munshi (2004) who studies the diffusion of high yield varieties of rice and
wheat during the Indian Green Revolution. Rice yields were particularly sensitive to
variations in factors like soil characteristics andmanagerial inputs that are not easy to ob-
serve. Munshi finds evidence that growers came to place less weight on their neighbors’
rice-growing decisions and outcomes than they do in the case of wheat.

Scientific Theories. Experts equally fluent in a scientific discipline often disagree.3
One possible source of disagreement is the diversity in inferences drawn from evidence.
Bayesian econometricians focus less on statistically significant p-values, and people
may be convinced to different degrees of an instrumental variable’s excludability or a
theoretical model’s assumptions. The different lenses through which we filter empirical
observations, including scientific research, can lead to a diversity of opinion. Hence,
experts may attribute disagreement to different dispositions to evidence.

I explore how social learning influences behavior and how individuals seek infor-
mation from others in a simple observational learning environment. A population of
individuals each face a sequence of actions with payoffs depending on an uncertain
state and idiosyncratic biases. Importantly, the state and biases are independently drawn
anew each period. For example, each period the population is presented with a new
political policy and must decide whether or not to adopt it. A challenge to learning
from others is unobserved heterogeneity: Individuals are uncertain about the similarity
between their own and others’ preferences. In the model, the similarity between two
individuals corresponds to the correlation between their biases. The correlation is fixed
over time, capturing the tendency of people to tilt in the same direction when presented
a policy or to enjoy the same dishes. Individuals take actions on the basis of two sources

2See Jensen (1982), Mahajan and Peterson (1985), Jeuland (1987), and Young (2009).
3Galileo battled with the Catholic church and fellow scientists alike over the heliocentric model of the

solar system, the germ theory of disease was contested for centuries, and there was longstanding dissent
over theories of continental drift. Contemporary science hosts disagreements over the fundamental roles
of randomness and measurement in quantum mechanics (Schlosshauer et al., 2013) and the plausibility of
group selection in evolutionary biology (et al. Abbot, 2011). There is evidence that ideological leanings
influence the research conducted by economists (Jelveh et al., 2018).
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of information. First, each receives a private signal. Second, each selects one other
individual from the population and observes his opinion, which is the action he would
take on the basis of only his private information. Notice that it is easier for an individual
to learn from someone who is known to be highly similar to himself since differences in
their opinions are likely to reflect differences in information about the state as opposed
to differences in their idiosyncratic biases. Individuals have perfect recall, and so rely on
what they have learned from their past history of observations to decide whose opinion
to observe.

Social learning becomes dual learning by inducing belief revision along two dimen-
sions. Firstly, holding fixed an individual’s beliefs over the structure of heterogeneity
in the population, social learning influences an individual’s beliefs in qualitatively the
same way as in a homogeneous environment. Along this dimension, larger disagreement
tends to yield a larger shift in the individual’s beliefs and thus actions. Secondly, social
learning induces an individual to update his beliefs over the structure of heterogeneity
in the population. This dimension determines how much weight an individual places on
social information when choosing an action.

Our first result establishes local learning: individuals tend to place greater weight
on social information that is in closer agreement with their private beliefs. Thus, in the
face of disagreement, the two dimensions of dual learning conflict with each other. This
can lead to non-monotonicities in belief formation, whereby, moderate disagreement can
produce a greater shift in behavior than larger disagreement.

Local learning further drives the evolution of an individual’s choice of whom to
observe. This gives rise to a characteristic feature of echo chambers: the disagreement
between those who share information will tend to be less than the disagreement in the
general population and is also supermartingale, diminishing in expectation over time.
Moreover, as time progresses, the degree to which an individual’s behavior is influenced
by social learning increases.

Previous work in social learning largely focuses on characterizing the types of ob-
servational networks that allow a society to effectively learn the optimal action; for
example, whether the members of society learn to adopt a new technology in the event
that it is superior to its predecessor.4 They find that preference heterogeneity can impede

4Surveys include Chamley (2004) and Möbius and Rosenblat (2014). Early work identifies herding
in a sequential observational network (Bikhchandani et al., 1992; Banerjee, 1992) and that a herd can be
inefficient if and only if private information is bounded in strength (Smith and Sorensen, 2000). More
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learning (Bala and Goyal, 1995; Smith and Sorensen, 2000; Lobel and Sadler, 2016), or
if the heterogeneity is rich enough to prohibit an information cascade, enhance learning
(Goeree et al., 2006). In these models, the specific form of heterogeneity is common
knowledge. I find that unobserved heterogeneity further constrains what can be learned
from others via local learning: information that strays too far from one’s beliefs will be
largely discounted.

Closer to this paper’s formulation is Sethi andYildiz (2016)who also study amodel in
which individuals sequentially select someone to learn from, but they consider a distinct
formulation of heterogeneity. In their model, individuals have fixed, heterogeneous
beliefs (perspectives) about the distribution from which a sequence of states are drawn.
They find that when outcomes are history-dependent, individuals eventually only choose
to learn from a small subset of individuals whose perspectives they have come to best
understand. This stands in contrast with my results where individuals choose to learn
from those with whom they tend to most agree. My paper also differs in its focus
by characterizing how an individual adjusts the weight placed on another’s opinion in
accordance to how closely it agrees with their own and how, consequently, this can allow
behavior to respond in a non-monotonic manner to others’ opinions.

Similar in spirit to the results of this paper, Suen (2004) argues that a rational
decisionmaker facing a binary decision will seek an advisor who is expected to support
the action dictated by his own prior. The key idea is that advice is useful to the extent
that it is pivotal, and an advisor who is expected to support the opposing action is
unlikely to affect the decisionmaker’s action regardless of the advice given. Li and
Suen (2004) explore how this effect can shape the optimal delegation mechanism and
lead a decisionmaker to appoint a delegate to a committee who is like-minded but holds
less extreme views. Che and Mierendorff (2019) build on this work by analyzing the
continuous action setting in the context of choosing a media source when media bias is
publicly known. In some cases, it is optimal for those with strong priors to attend to
own-biased media while those with weaker priors attend to opposite-biased media.5

Jann and Schottmüller (2018) analyze a setting where individuals desire for both

recent work considers alternative network structures (Gale and Kariv, 2003; Banerjee and Fudenberg,
2004; Rosenberg et al., 2009; Acemoglu et al., 2011; Mossel et al., 2014) and costly information (Mueller-
Frank and Pai, 2016; Ali, 2018).

5Related ideas can be found in explanations for the presence of bias in media reporting (Gentzkow
and Shapiro, 2006; Gentzkow et al., 2016). When the consumers of media are biased in their prior views,
a firm may choose to slant reports in the direction of consumers beliefs. The idea is that bias prevents
consumers from drawing negative inferences about the firm’s quality, keeping its reputation intact.
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their own and others’ actions to closely match the uncertain state plus their commonly
known idiosyncratic bias. One important difference is that I focus on the endogenous
formation of echo chambers while they identify cases in which welfare maximizing
networks constitute an equilibrium. They find that segmenting the population into
groups with shared biases can engender honest communication, thereby improving
efficiency. Interestingly, they find cases in which fully segmenting the population is
welfare maximizing, but does not constitute an equilibrium.

My results also connect with the literature on homophily in networks; wherein,
a preference for interacting with those who share similar characteristics with oneself
is shown to produce segregated communities (Schelling, 1969; Currarini et al., 2009)
and stifle the dissemination of information (Golub and Jackson, 2012; Halberstam and
Knight, 2016). In light of my results, individuals may also form their social networks to
include those who share similar opinions or take similar actions out of a desire for more
useful information, even without an explicit preference for homophily.

The remainder of the paper is organized as follows. Section 2 presents the model
of dual learning. Section 3 analyzes the model, characterizing how individuals act
after observing others (3.1), how behavior can respond non-monotonically to disagree-
ment (3.2), and the emergence of echo chambers (3.3). Section 4 discusses how the
results extend when heterogeneity comes in terms of heterogeneous priors or subjective
probability distributions and Section 5 concludes.

2 Model

There is a finite population of individuals 8 ∈ {1, 2, ..., =} who take actions over a
sequence of periods C ∈ {1, 2, . . . }. In period C, individual 8’s preferences depend on the
parameter

\8C = \C + [8C (1)

where \C is unknown and common to everyone and [8C is specific to 8 and only known
to him. Both components are independent and normally distributed \C ∼ N(\0, f

2
0 ) and

([1C , [2C , ..., [=C) ∼ N (0, 3) where 0 is the zero vector of length = and 3 is an = × =
covariance matrix. We normalize the variance of each [8C to one and refer to element
g8 9 = corr([8C , [ 9 C) ∈ [0, 1] as the similarity between 8 and 9 . Individuals do not directly
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observe 3, but it is commonly known to be drawn before the first period from a symmetric
nondegenerate distribution &(3) and to remain fixed over time.

Upon entering period C, individual 8 receives a normally distributed private sig-
nal B8C ∼ N(\C , f2).6 With his signal in hand, individual 8 forms his opinion G8C =
E[\8C |B8C , [8C]. At this stage, with probability c ∈ (0, 1), 8 picks out one other individual
9 ≠ 8 and observes his opinion G 9 C . With complementary probability 1−c, nature selects
9 according to a known stochastic process that is independent of all payoff parameters,
opinions, and previous actions. Since preferences are correlated, observing G 9 C allows 8
to revise his beliefs over \8C . At the same time, observing how 9 acts allows 8 to update his
beliefs over 3. Letting ℎ8C denote the history of 8’s observations up to time C, individual
8 forms a posterior over the similarity matrix &(3 |B8C , [8C , G 9 C , ℎ8C). Refer to the marginal
CDF &(g8 9 |·) as 8’s perceived similarity of 9 . Finally, 8 takes an action H8C ∈ R which
yields quadratic loss payoffs7

D(H8C ; \8C) = −(H8C − \8C)2. (2)

Individuals do not see who others chose to observe or any other actions before acting so
that the difference between H8C and G8C solely reflects what is learned from observing 9 .

After their actions, individuals observe their realized payoffs8 and the period con-
cludes. Individuals are assumed to be myopic, seeking to maximize the expected utility
for the present period when taking their actions and choosing whom to observe. This
enhances tractability, but more importantly, allows for the analysis to isolate the precise
effects of unobserved heterogeneity.

2.1 Discussion of the Model

The main feature of the model driving the analysis is the assumption that individuals
vary in their similarity, with the idiosyncratic preference parameters being uncertain and
ranging from being independent to perfectly correlated. One interpretation we can give
to this assumption is that the similarity between any two individuals emerges from the

6Denoting [C = ([1C , ..., [=C ), given the similarity matrix 3, we assume \C , [C , and B8C − \C to be
independent across all periods C ∈ N and individuals 8 ∈ {1, ..., =}.

7See Vives (1996) for an early contribution to the literature on social learning in which agents also
hold quadratic loss payoffs.

8That is, \C is included in each individual’s history ℎ8C . Absent this assumption, the results are
unchanged.
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distance between certain unobservable traits, like their culinary tastes or the political
outcomes they care most about.

For example, we could suppose that each individual is endowed with a fixed unob-
servable trait b ∈ R drawn according to some known distribution at the outset. In each
period, private values depend on traits and are assigned according to a Gaussian process
[C (b) with a zero mean and a covariance function k that only depends on the distance
between traits |b − b′|, normalizing the variance to k(0) = 1. In period C, the private
value for an individual 8 with trait b8 is [C (b8) and thus the similarity between individuals
8 and 9 with traits b8 and b 9 is g8 9 = k( |b8 − b 9 |).9 Individuals with closer (unobservable)
traits experience higher correlation in their private values. For arbitrarily distant traits,
private values are approximately independent.

If biases were instead allowed to also be negatively correlated, then individuals could
learn well from those whose biases are strongly negatively correlated with their own.
In terms of the results, there would not be sorting into echo chambers as depicted in
Section 3.3 but the basic notion of dual learning and the non-monotonic responses to
others’ opinions would remain.

3 Analysis

3.1 Local Learning

As a benchmark for comparison, note that there is a fundamental monotonicity for
learning in a homogeneous society. If all citizens share the same preferences, then when
an individual discovers that someone has an unexpectedly high opinion of a candidate, it
must cause his own opinion of the candidate to improve.10 Abyproduct of this monotonic
inference is that disagreement and social influence will tend to be positively related.

In this section, we shall see that the logic of this monotonic inference breaks down
in the presence of unobserved heterogeneity as a result of dual learning. When an
individual discovers that someone has amuch higher opinion of a candidate than himself,
it is both evidence of the desirability of the candidate, but also that this person could have
dissimilar preferences. Let us begin by identifying these two dimensions of inference.

9The nonnegativity of k follows from Schoenberg’s Theorem (see Theorem 7.13 in Wendland (2004)).
10In the language of Milgrom (1981), observing a higher action from 9 is “good news" for 8. A higher

action G ′
9C
≥ G 9C yields a higher expectation H8C (B8C , G

′
9C
) ≥ H8C (B8C , G 9C ).
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Upon entering period C, individual 8 receives a private signal B8C and then forms his
opinion G8C = E[\8C |B8C , [8C] = E[\C |B8C] + [8C . Supposing 8 is able to choose whom he
observes, letting ℎ8C denote the history of 8’s observations up to time C, 8 chooses an
individual 9 , observes his opinion G 9 C , and selects his action H8C , both to maximize

max
9
E

[
max
H̃8C
E

[
D( H̃8C ; \8C) |B8C , [8C , G 9 C , ℎ8C

] ����B8C , [8C , ℎ8C] . (3)

In this section, we explore how individual 8 learns from another individual 9’s opinion.
Section 3.3 then examines the question of which individual 8 chooses to observe. Since
preferences may be correlated, observing how 9’s opinion allows 8 to update his beliefs
over \8C and also the perceived similarity &(g8 9 |B8C , [8C , G 9 C , ℎ8C) = &(g8 9 |ℎ8C+1).

Using the distributional assumptions, we can write 8’s action as

H8C = ŪG 9 C + V̄G8C + W̄\0 + ¯̂[8C (4)

where ℓ̄ ≡
∫ [
ℓ(g8 9 )

]
d&(g8 9 |ℎ8C+1) for ℓ ∈ {U, V, W, ^} with the particular expressions

for the integrands found in A.1. This representation follows simply from iterated expec-
tations H8C = E

[
E

[
\8C |ℎ8C+1, g8 9

]
|ℎ8C+1

]
and noting that the inner expectation takes the

familiar additive form since it is a posterior expectation in the normal-normal conjugate
family.

Notice that 9’s opinion influences 8’s actions in two ways, capturing the two dimen-
sions of dual learning. First, if we fix the weights (Ū, V̄, W̄, ¯̂), 8’s response to observing
9 is qualitatively the same as if they were homogeneous, H8C is monotonically increasing
in G 9 C . Second, G 9 C enters the perceived similarity, and thus the weight 8 places on 9’s
opinion is itself determined by the opinion.

To characterize how 8 responds to 9’s opinion, define the disagreement between 8
and 9 to be the squared difference between their opinions 38 9 (C) = (G8C − G 9 C)2. For a
given similarity g8 9 , the difference in opinion G8C − G 9 C is a normally distributed random
variable, with a mean of zero and a variance that can be computed to be E(g8 9 ) ≡

2
(

f2
0

f2
0+f2

)2
f2 + 2(1 − g8 9 ). As a result, the ratio 38 9 (C)/E(g8 9 ) evidently follows a chi-

squared distribution with one degree of freedom. Applying a simple change of variable
yields the explicit form of the conditional density of disagreement, which we denote by
5 (38 9 (C) |g8 9 ). The derivation can be found in Appendix A.2. Thus, we can compare the
relative likelihood of an amount of disagreement between two levels of similarity using
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the likelihood ratio

5 (38 9 (C) |g′8 9 )
5 (38 9 (C) |g8 9 )

=

(
E(g8 9 )
E(g′

8 9
)

) 1
2

exp

[
−
38 9 (C)

2

(
1

E(g′
8 9
) −

1
E(g8 9 )

)]
From this expression and the fact that E(g8 9 ) is decreasing in similarity, it follows

that the distribution of disagreement given g8 9 has likelihood ratio dominance over the
distribution of disagreement given similarity g′

8 9
> g8 9 . Thus, individuals gauge similarity

on the basis of agreement. Specifically, as the following lemma argues, individuals on
average infer higher similarity when they experience closer agreement.

Lemma 1. For all X > 0,

E
[
&(g8 9 |ℎ8C+1)

��ℎ8C , 38 9 (C) ≤ X] < E [
&(g8 9 |ℎ8C+1)

��ℎ8C , 38 9 (C) > X] . (5)

We now establish that 8 adjusts the weight placed on 9’s opinion in accordance to their
disagreement in a way that resembles confirmation bias (Nickerson, 1998). Specifically,
8 will (on average) assign more weight to 9 when he observes less disagreement.

Proposition 1. On average, the weight placed on 9’s opinion is larger when there is less
disagreement. That is, for X > 0

E
[
Ū |ℎ8C , 38 9 (C) ≤ X

]
> E

[
Ū |ℎ8C , 38 9 (C) > X

]
.

In other words, if we compare two pairs of opinions (G8C , G 9 C) and (G′8C , G′9 C) whereby
(G 9 C − G8C)2 < X < (G′

9 C
− G′

8C
)2, on average, the weight placed on G 9 C will exceed the

weight placed on G′
9 C
. Intuitively, it is easier to learn from someone with high similarity

as differences in opinion can be attributed to substantive differences in information about
the state rather than mere differences in idiosyncratic biases. In terms of the model,
higher similarity allows an individual’s own bias to be a stronger signal of another’s
bias, making their opinion a more precise signal of the state. From the proposition,
observing a strong difference in opinion suggests low similarity and thus the other’s
opinion is interpreted as a noisier signal.

The proof of Proposition 1 follows from noting that U(g8 9 ) is increasing and that, by
Lemma 1, larger disagreement yields an expected perceived similarity that is first order
stochastically dominated by that with smaller disagreement. By the same reasoning,
because V′(g8 9 ) < 0, W′(g8 9 ) < 0, and ^′(g8 9 ) < 0, we can conclude that smaller
disagreement leads on average to less weight on one’s own opinion and personal bias as
well as the prior mean.
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Figure 1: 8’s action as a function of 9’s opinion

3.2 Non-Monotonicity in Disagreement

Wehave seen that disagreement creates a tension between the two dimensions of learning.
This section explores how this tension can produce a non-monotonic relationship between
disagreement and social influence. As an example, suppose a community seeks to learn
the merits of various political policies with the space of policies described by the real
line. Figure 1 depicts how 1 preferred policy H8C changes as we alter 9’s opinion G 9 C
in the simple case where similarity can be either low or high g8 9 ∈ {g! , g�}.11 The
direct effect of shifting 9’s opinion when holding the weights in (23) fixed leads H8C to be
strictly increasing. As an indirect effect of shifting 9’s opinion, substantial disagreement
between the two parties leads 8 to reduce the weight placed on 9’s opinion altogether. As
depicted in the figure, large enough disagreement can go so far as to lead 8’s action to
be decreasing in 9’s opinion; precisely the opposite of what occurs in the setup without
unobserved heterogeneity.

We now formally characterize the portion of the domain on which 8’s action moves
negatively with 9’s action. Sticking to the simple case where similarity can be either
low or high let H!

8C
and H�

8C
be the actions taken when similarity is known to be low

and high respectively, let Ĥ8C ≡ H�8C − H!8C be the difference between the two, and define

11Parameter values are set at:
(\0, f0, f, g

! , g� , [8C , G8C , %(g8 9 = g� |ℎ8C )) = (0, 1, 5, 0.2, 0.8, 0.25, 0, 0.5).
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@� ≡ %(g8 9 = g� |ℎ8C+1). Define the elasticity of the perceived similarity to be

Y ≡ −
3@�

3G 9C
· Ĥ8C

3 Ĥ8C
3G 9C
· @�

. (6)

Proposition 2. Suppose similarity is either low or high g8 9 ∈ {g! , g�}. Individual 8’s
action is decreasing in the observed individual 9’s opinion when the perceived similarity
is sufficiently elastic Y · @� > k for some constant k > 0.

When examining how people respond to others’ opinions in an environment of social
learning, it would seem a natural dictate of rationality that one’s response ought to move
in the same direction as the observed opinion. This section finds that this is not true in a
world with multiple dimensions of uncertainty. In particular, when individuals attribute
a difference in opinion to alternative underlying differences, moderate disagreement can
produce a greater change in behavior than larger disagreement. Importantly, this pattern
of learning can also occur in settings in which individuals hold the same preferences,
but experience unobserved heterogeneity in prior beliefs or interpretations of data (see
Section 4).

In reality, social learning rarely involves a single dimension of uncertainty. A person’s
choice to purchase an item or to support a political candidate carries information about
their idiosyncratic tastes or interpretations of evidence. Proposition 2 illustrates the
more general point that, in these environments, it can be rational for individuals to be
more influenced by actions or views resembling their own than by those that are starkly
different. When we observe this patterns of learning in practice, with communities
growing polarized on issues or people discounting opposing views, it is important to
look for additional dimensions of uncertainty present in the system.

3.3 Echo Chambers

In this section, I show that social learning gives rise to echo chambers in the sense that
individuals tend to seek information from those with whom they expect to find the most
agreement. As a consequence, the disagreement between those who share information
will be less than that of those who do not share information, with the difference growing
over time.

We want to compare the level of disagreement between those who exchange opinions
and those who do not in each period. Let 98C denote the individual 8 chooses in period
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C in order to maximize his expected utility (3). Define in-group disagreement to be the
average disagreement observed by an individual �C ≡ 1

=

∑
8, 9 38 9 (C)1 9= 98C . As its com-

plement, let out-group disagreement denote the average disagreement that an individual
does not observe �′C ≡ 1

=(=−2)
∑
8, 9 38 9 (C)1 9≠8, 98C .

An echo chamber is characterized by higher rates of agreement between those linked
within an observational network than between those not linked (Jasny et al., 2015).
Due to the constraints placed on individuals’ information and the random variability of
realized signals, some trajectories may find in-group disagreement to exceed out-group
disagreement. However, taking the average over all the possible trajectories for �C and
�′C , we obtain the following.

Proposition 3.

(a) Limiting in-group disagreement is less than out-group disagreement

lim
C→+∞

E[�C] ≤ lim
C→+∞

E[�′C] . (7)

(b) In-group disagreement decreases in the limit, in the sense that

lim
C→+∞

E[�C] ≤ E[�1] . (8)

As time progresses, if 8 consistently encounters strong disagreement with some
individual, 8 will eventually find it undesirable to continue learning from him. When
considering the larger network structure, those who exchange opinions are going to enjoy
closer agreement than if we were to compare individuals who do not exchange opinions.
What is more, this difference will grow over time.

As individuals find themselves increasingly encountering opinions closer to their
own, an important question is how this affects their behavior. Since G8C is how 8 acts with
only private information and H8C is how he acts after observing 98C , define (H8C −G8C)2 to be
the social influence of 98C on 8 in period C. For example, this captures how a conversation
with 98C shifts 8’s views on a political policy.

Proposition 4. Expected social influence is increasing over time: For C < C′

E
[
(H8C ′ − G8C ′)2

]
> E

[
(H8C − G8C)2

]
.

Although the opinions individuals encounter are increasingly closer to their own, the
influence of social learning on their behavior grows over time. The reasons are two-fold.
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For one, growing increasingly familiar with how similar others are makes it easier to
draw inferences from their opinions. Secondly, the ability to shift who one learns from
makes it possible to find others who are more similar and thus more informative for
oneself.

3.3.1 Discussion

Proposition 3 characterizes the asymptotic formation of echo chambers, leaving open
the question of how disagreement evolves in the short run. In a given period, 8 benefits
from selecting an individual 9 who holds higher similarity and who has become more
familiar from previous observation. Formally, we can compute 8’s expected utility from
observing 9 to be

E [E [D(H8C ; \8C) |ℎ8C+1] |B8C , [8C , ℎ8C] = E[*∗(g8 9 ) |ℎ8C] − E[(H8C (g8 9 , ℎ8C+1) − H8C (ℎ8C+1))2 |ℎ8C]

where *∗(g8 9 ) is a strictly increasing function, H8C (ℎ8C+1) is 8’s action, and H8C (g8 9 , ℎ8C+1)
is the action 8 would take if the similarity were known to be g8 9 . The first term captures
the benefit from higher perceived similarity and the second term captures the benefit
from observing someone who is more familiar.

In a numerical analysis of the case introduced in Section 3.2 in which similarity is
either low or high g8 9 ∈ {g! , g�}, the benefit from higher similarity appears to dominate
the benefit of more familiarity. Specifically, for all chosen parameter values, the expected
utility from observing an individual 9 is strictly increasing in the expected similarity
E[g8 9 |ℎ8C] (see Online Appendix B.1). If generally true, the short run dynamics of
disagreement can be given a sharp characterization in which the expected in-group
disagreement in a period C′ > C is always less than the expected in-group disagreement
in a period C. Online Appendix B.2 explores a more tractable variation of the model
in which individuals’ preference parameters are binary-valued and obtains this same
sharper characterization.

4 Variations

The paper focused on the case where unobserved heterogeneity comes at the level of
preferences. We may also consider cases where individuals share the same preferences
but differ on epistemic grounds, as in the following. In both variations, the particular
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expressions for the weighting functions in (23) differ, but all of the propositions hold
unchanged.

Subjective Probability Distributions. Individuals holds the same preferences in each
period, D(H8C , \C), the uncertain \C ∼ N(\0, f

2
0 ). However, they disagree about how to

interpret signals with individual 8 in period C believing that all signals are distributed
N(\C + [8C , f2) where [8C is 8’s privately known bias and (C ∼ N(0, 3).

Priors. Individuals differ in their priors, with 8’s prior in period C being given by \C ∼
N([8C , f2

0 ) and everyone agrees B8C ∼ N
(
\C , f

2) . However, rather than an individual’s
prior corresponding to a fixed “perspective" as in Sethi and Yildiz (2016), priors are
drawn each period (C ∼ N((0, 3). As emphasized before, this difference between how
this paper and Sethi and Yildiz (2016) characterize unobserved heterogeneity is critical
for why an individual in my model adjusts the weight placed on another’s opinion in
accordance to how closely it agrees with their own and why the twomodels make distinct
predictions about long run learning behavior.

Intuitively, we might imagine that each period the community must decide whether
to adopt a proposed political policy where \C is the ideal policy. Individuals find it easier
to learn from other with whom they tend to agree on policy views as they have a tendency
to approach learning problems with similar assumptions about how to interpret data or
which policies are more or less likely to be desirable.

5 Conclusion

The literature on social learning has demonstrated how heterogeneity across individuals
can inhibit efficient learning. This paper has shown that when heterogeneity is unob-
servable and itself an object of learning, individuals exhibit the ostensibly irrational
behaviors of weighting opinions and actions that agree with their own more highly and
seeking to learn from those with whom they expect to most agree.

In the model, learning takes place across a sequence of periods. In each period, an
individual receives a private signal and also selects one other individual and observes
his opinion. This allows me to track how behavior adjusts after observing another
individual’s opinion and to characterize the evolution of who individuals most prefer to
observe. One direction to extend this analysis would be to study the evolution of social
networks when allowing for a larger variety of network topologies, say, with higher
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degree or undirected networks.

This paper sheds light on why people segment themselves on the basis of agreement,
but does not focus on the welfare effects. Since individuals in the model are Bayesian
and fully internalize the effects of their observational choices, there are no inefficiencies.
Realistically, there are number of reasons why a segmented population would be marked
by inefficiencies. For one, if individuals can choose who they share their information
with and prefer to share with those with similar observable characteristics (for instance,
due to homophily), then they could deprive those who are different from themselves of
valuable information. Moreover, outcomes can clearly be inefficient if agreement-based
observations are driven by bounds in rationality, such as motivated reasoning or a desire
for certainty. What my results suggest is that attempts to assess the inefficiencies posed
by echo chamber phenomena must also consider that these behaviors emerge naturally
by factors as ubiquitous as unobserved heterogeneity.
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A Appendix: Proofs

A.1 Actions

Let us compute the action 8 takes after observing 9’s opinion. For a given similarity,
using the usual normal-normal-conjugate updating rule finds

E
[
\8C |ℎ8C+1, g8 9

]
= U(g8 9 )G 9 C + V(g8 9 )G8C + W(g8 9 )\0 + ^(g8 9 )[8C (9)

U(g8 9 ) ≡
f2

−
(
g2
8 9
−1

)
(f2+f2

0 )2
f4

0
+ f2f2

0
f2+f2

0
+ f2

V(g8 9 ) ≡
f2 −

(
g2
8 9
−1

)
(f2+f2

0 )2
f4

0

−
(
g2
8 9
−1

)
(f2+f2

0 )2
f4

0
+ f2f2

0
f2+f2

0
+ f2

W(g8 9 ) ≡ −
f4(

f2 + f2
0

) (
−

(
g2
8 9
−1

)
(f2+f2

0 )2
f4

0
+ f2f2

0
f2+f2

0
+ f2

)

^(g8 9 ) ≡ −
g8 9f

2(
1−g2

8 9

)
(f2

0+f2)2
f4

0
+ f2

0f
2

f2
0+f2 + f2

−

(
1−g2

8 9

)
(f2

0+f
2)2

f4
0

+ f2(
1−g2

8 9

)
(f2

0+f2)2
f4

0
+ f2

0f
2

f2
0+f2 + f2

+ 1

Representation (23) is found by taking the expectation H8C = E
[
E

[
\8C |ℎ8C+1, g8 9

]
|ℎ8C+1

]
.
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A.2 Distribution of Disagreement

Let us first characterize the distribution of the difference in opinion G8C − G 9 C for 9 ≠ 8.
Opinions take the form

G8C =
f2

0

f2
0 + f2

B8C +
f2

f2
0 + f2

\0 + [8C . (10)

As two opinions are jointly normal and share the same mean, the difference G8C − G 9 C
is likewise normal distributed, with a mean of zero and variance Var(G8C − G 9 C) =
Var(G8C) + Var(G8C) − 2 · Cov(G8C , G 9 C).

From (10), the variance of each opinion is computed to be Var(G8C) =
f4

0
f2

0+f2 +1 since

the variance of B8C is f2
0 + f

2 and the variance of [8C is one. To compute the covariance,
recall that B8C − \C and \C are independent across individuals; hence, Cov(B8C , B 9 C) =
Cov(B8C − \ + \, B 9 C − \ + \) = Var(\) = f2

0 . Therefore, given the similarity, the
covariance between two opinions is given by

Cov(G8C , G 9 C) =
(

f2
0

f2
0 + f2

)2

Cov(B8C , B 9 C) + Cov([8C , [ 9 C)

=

(
f2

0

f2
0 + f2

)2

f2
0 + g8 9 .

Thus we have

E(g8 9 ) ≡ Var(G8C − G 9 C) = 2

(
f2

0

f2
0 + f2

)2

f2 + 2(1 − g8 9 )

From the usual normalization, the ratio (G8C−G 9 C)/E(g8 9 )1/2 follows a standard normal
distribution and thus its square 38 9 (C)/E(g8 9 ) is distributed chi-squared with one degree
of freedom.

Recall that if a random variable / follows a chi-squared distribution with one degree
of freedom, then its density function can be expressed as

5j (I) =
I−

1
2 4−

I
2

2 1
2Γ

(
1
2

) for I > 0
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with zero density for I nonpositive. Therefore, the usual change of variable formula
reveals disagreement to have conditional density

5 (38 9 (C) |g8 9 ) = 5j

(
38 9 (C)
E(g8 9 )

)
· 1
E(g8 9 )

.

A.3 Proof of Lemma 1 and Proposition 1

Proof of Lemma 1. In the text, it was argued that g8 9 < g′8 9 implies that [38 9 (C) |g8 9 ] strictly
dominates [38 9 (C) |g′8 9 ] in the likelihood ratio. It follows that [38 9 (C) |g8 9 ] also exhibits
strict first order stochastic dominance over [38 9 (C) |g′8 9 ]. Therefore, if we let � be the
event in which 38 9 (C) ≤ X for a real number X > 0, then Pr(�|g8 9 ) < Pr(�|g′

8 9
).

The posterior density over similarity can be expressed as

@(g8 9 |�, ℎ8C) =
Pr(�|g8 9 )@(g8 9 |ℎ8C)

Pr(�|ℎ8C)
.

The expression makes use of the fact that the distribution of disagreement is independent
of history conditional on similarity, i.e. Pr(�|g98, ℎ8C) = Pr(�|g8 9 ). An analogous
expression is found by computing the posterior conditional on the complementary event
@(g8 9 |�� , ℎ8C). Notice that the ratio

@(g8 9 |�, ℎ8C)
@(g8 9 |�� , ℎ8C)

=
Pr(�|g8 9 )

1 − Pr(�|g8 9 )
Pr(�� |ℎ8C)
Pr(�|ℎ8C)

(11)

is increasing in g8 9 , implying that &(·|�, ℎ8C) has likelihood ratio dominance, and thus
also first order stochastic dominance over&(·|�� , ℎ8C). Finally, for any measurable event
�, the posterior given the event is equal the conditional expectation of the posterior:
&(g8 9 |�, ℎ8C) = E

[
&(g8 9 |38 9 , ℎ8C) |�

]
. Thus condition (5) holds concluding the proof of

Lemma 1. �

Proof of Proposition 1. As in the previous proof, let � be the event in which disagree-
ment 38 9 (C) is less than X > 0. From Lemma 1, &(·|�, ℎ8C) has strict first order
stochastic dominance over&(·|�� , ℎ8C). Since U(g8 9 ) is strictly increasing, and denoting
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xC = (G8C , G 9 C) we have∫ 1

0
U(g8 9 )d&(g8 9 |�, ℎ8C) >

∫ 1

0
U(g8 9 )d&(g8 9 |�� , ℎ8C)∫

R2

∫ 1

0
U(g8 9 )d&(g8 9 |xC , ℎ8C)d%(xC |�, ℎ8C) >

∫
R2

∫ 1

0
U(g8 9 )d&(g8 9 |xC , ℎ8C)d%(xC |�� , ℎ8C)∫

R2
Ū(xC , ℎ8C)d%(xC |�, ℎ8C) >

∫
R2
Ū(xC , ℎ8C)d%(xC |�� , ℎ8C)

thus concluding the proof for Proposition 1. �

A.4 Proof of Proposition 2

Proof of Proposition 2. We canwrite 8’s action simply as H8C = H�8C @
�+H!

8C
(1−@�) where

all terms are functions of ℎ8C+1 = (B8C , [8C , G 9 C , ℎ8C). Specifically, H�8C = E[\8C |ℎ8C+1, g�] and
H!
8C
= E[\8C |ℎ8C+1, g!] where the expectations can be represented as in (9). Differentiating

with respect to G 9 C

3H8C

3G 9 C
= (H�8C − H!8C)

3@�

3G 9 C
+ @� 3

3G 9 C
(H�8C − H!8C) +

3H!
8C

3G 9 C
.

From (9), we can compute 3H�
8C

3G 9C
= U(g�) and 3H!

8C

3G 9C
= U(g!). Thus, setting Ĥ8C = H�8C − H!8C

and using the definition of the elasticity Y (6), we can divide both sides of the inequality
3H8C
3G 9C

< 0 by @� · 3Ĥ8C
3G 9C

to obtain

−Y + 1 + 1
@�
· U(g!)
U(g�) − U(g!)

< 0

which we can rearrange to find that 3H8C
3G 9C

< 0 if and only if

U(g!)
U(g�) − U(g!)

+ @� < Y · @� . (12)

Because @� < 1, the left side is bounded above by k ≡ U(g� )
U(g� )−U(g!) , yielding the desired

conclusion. �

A.5 Proof of Propositions 3 and 4

Let �8C denote the possible information sets of 8 in period C, �C = ×=8=1�8C be their
product, T denote the set of similarity matrices 3. DenoteΩ ≡ T ×C∈N �C with a typical
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element by l ∈ Ω. Endowing T and each �C with the usual topology and Ω the product
topology, the equilibrium strategy induces a probability measure on the Borel f-algebra
over the paths of play Ω. For the following, probability statement are made with respect
to this measure.

Lemma A.1. Let �8 be the set of individuals 8 chooses to observe infinitely often and
�̂8 the set of individuals nature selects for 8 to observe infinitely often. Then for any
: ∈ �8 ∪ �̂8 such that g8: < max{g8 9 : 9 ∈ �8 ∪ �̂8}, %( 98C = : |�8, �̂8, 3) → 0 as C → +∞.

Proof. Let* 9 (B8C , [8C , ℎ8C) denote the expected payoff from taking the optimal action upon
observing 9 given the individual’s private signal, bias, and personal history. Because
payoffs take the form of quadratic loss, this function is the expected variance

* 9 (B8C , [8C , ℎ8C) ≡ −E
[
Var(\8C |G 9 C , B8C , [8C , ℎ8C) |B8C , [8C , ℎ8C

]
.

For any 9 observed infinitely often, Doob’s Consistency Theorem provides that the
perceived similarity almost surely weakly converges to a point mass on the true similarity
g8 9 (see Theorem 1.3.2 in Ghosh and Ramamoorthi (2003)). Thus, the random variable
* 9 (B8C , [8C , ℎ8C) converges almost surely to the following constant which is derived in
Online Appendix B.1

*∗(g8 9 ) = −

f2
0f

2

f2
0+f2

(
f2 +

(
f2

0+f
2

f2
0

)2 (
1 − g2

8 9

))
f2

0f
2

f2
0+f2 + f2 +

(
f2

0+f2

f2
0

)2 (
1 − g2

8 9

)
which is increasing in g8 9 . Hence, for any 9 and : observed infinitely often with g8: < g8 9

lim
C→+∞

%(* 9 (B8C , [8C , ℎ8C) > *: (B8C , [8C , ℎ8C) |�8, �̂8, 3) = 1

which implies %( 98C = : |�8, �̂8, 3) → 0 in the limit. �

For the following, let �∗
8
be a nonempty set of individuals such that the probability 8

chooses to observe 9 ∈ �∗
8
does not vanish. Define the random variables g∗

8
= min{g8 9 :

9 ∈ �∗
8
} and ĝ8 = max{g8 9 : 9 ∈ �̂8}.

Lemma A.2. %(g∗
8
≤ g) ≤ &(g) for all g ∈ [0, 1].
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Proof. For any observation sets �∗
8
and �̂8 such that %(�∗

8
, �̂8) > 0, Lemma A.1 provides

%(g∗
8
≥ ĝ8 |�∗8 , �̂8) = 1. Consequently

%(g∗8 ≤ g |�∗8 , �̂8) = %(g∗8 ≤ g |ĝ8 ≤ g, �∗8 , �̂8)%(ĝ8 ≤ g |�8, �̂8) ≤ %(ĝ8 ≤ g |�8, �̂8). (13)

Multiplying both sides by %(�∗
8
|�̂8) and then summing over all �∗

8
finds %(g∗

8
≤ g |�̂8) ≤

%(ĝ8 ≤ g |�̂8). Since nature’s selection for whom 8 observes is independent of similarity
%(ĝ8 ≤ g |�̂8) = &(g) |�̂8 | ≤ &(g). Multiplying both sides by %(�̂8) and summing over all
�̂8 completes the proof. �

Proof of Proposition 3. Denote �̄8C =
∑
9≠8 38 9 (C) = 38 98C+

∑
9≠8, 98C

38 9 (C). Sincemarginals
of the prior are symmetric, for all C

� [�̄8C] = (= − 1)E[38 9 ] (14)

but also

lim
C→+∞

E[�̄8C] = � [38 9 |g8 9 = g∗] + lim
C→+∞

E

[ ∑
9≠8, 98C

38 9 (C)
]
. (15)

Taking these two equalities together, along with Lemma A.2 and the distribution of
disagreement derived in the text finds

lim
C→+∞

E

[ ∑
9≠8, 98C

38 9 (C)
]
≥ (= − 2)E[38 9 ] ≥ (= − 2)E[38 9 |g8 9 = g∗] . (16)

By symmetry of the prior, E[38 9 | 981 = 9] = E[38 9 ]. Hence, summing the inequalities
over all 8 and dividing both sides by =(= − 2) yields (a) and (b). �

Proof of Proposition 4. For any period C, using the fact thatE[H8C] = E[G8C] andE[H8C |G8C] =
G8C , we can express expected social influence by the following

E
[
(H8C − G8C)2

]
= E[H2

8C] + E[G2
8C] − 2E[G8CH8C]

= E[H2
8C] + E[G2

8C] − 2E[E[G8CH8C |G8C]]
= E[H2

8C] − E[G2
8C] = Var(H8C) − Var(G8C).

Hence, it is sufficient to show that Var(H8C ′) ≥ Var(H8C) if C < C′.
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By the law of total variance

Var(\8C) = Var (E[\8C |ℎ8C+1]) + E [Var(\8C |ℎ8C+1)] (17)
= Var (H8C) − E [E [D(H8C ; \8C) |ℎ8C+1]] . (18)

As Var(\8C) = Var(\8C ′) we see that, for any C′ ≥ C,

Var(H8C ′) − Var(H8C) = E [E [D(H8C ′; \8C ′) |ℎ8C ′+1]] − E [E [D(H8C ; \8C) |ℎ8C+1]] (19)

Let H†
8C ′ denote the action taken when the choice of whose opinion to observe and the

action ignore information not contained in the smaller information set ℎ8C+1. For every
ℎ8C ′+1 and ℎ8C+1

E [D(H8C ′; \8C ′) |ℎ8C ′+1] > E
[
D(H†

8C ′; \8C ′) |ℎ8C ′+1
]
= E

[
D(H†

8C ′; \8C ′) |ℎ8C+1
]

(20)

with

E
[
E

[
D(H†

8C ′; \8C ′) |ℎ8C+1
] ]
= E [E [D(H8C ′; \8C ′) |ℎ8C+1]] (21)

where the strict inequality in (20) is due to H8C ≠ H†8C almost surely. Taking together (19),
(20), and (21) completes the proof. �

B Online Appendix

This appendix supplements themain text by providing the detailed algebraic derivation of
expressions used in the text B.1 and explores an extension inwhich preference parameters
are binary-valued B.2.

B.1 Derivations

Belief Revision and Actions. Let us begin by computing E[\8C |ℎ8C+1, g8 9 ] where ℎ8C+1 =
(ℎ8C , B8C , [8C , G 9 C). This expression can be thought of as the action 8 would take if he knew
the similarity with the individual 9 whose opinion he observed to be g8 9 .

Before observing 9’s opinion, 8 knows his own idiosyncratic bias [8C as well as
his signal B8C about the common payoff component \C . Since \C ∼ N(\0, f

2
0 ) and
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B8C ∼ N(\C , f2), the familiar normal-normal-conjugate updating rule provides that 8’s
opinion takes the form

G8C =
f2

0

f2
0 + f2

B8C +
f2

f2
0 + f2

\0 + [8C .

At this point, 8’s beliefs over the common payoff component \C are given by the normal

distribution with mean G8C − [8C and variance f̃2 ≡
(

1
f2

0
+ 1
f2

)−1
.

Individual 8 then observes 9’s opinion G 9 C , knows that it takes the same form

G 9 C =
f2

0

f2
0 + f2

B 9 C +
f2

f2
0 + f2

\0 + [ 9 C ,

but does not directly know the values of 9’s signal B 9 C and idiosyncratic bias [ 9 C .

Using the knowledge of his own idiosyncratic bias, 8 forms beliefs over that of 9 to
be [ 9 C ∼ N(g8 9 · [8C , 1 − g2

8 9
). Thus, from 8’s vantage point, 9’s opinion is a signal for \C

with mean and variance

E[G 9 C |\C , [8C , g8 9 ] =
f2

0

f2
0 + f2

\C +
f2

f2
0 + f2

\0 + g8 9 · [8C

Var[G 9 C |\C , [8C , g8 9 ] =
(

f2
0

f2
0 + f2

)2

f2 + 1 − g2
8 9 .

To apply the usual conjugate updating rule, it is useful to make the change of variable

I 9 C ≡
f2

0 + f
2

f2
0

G 9 C −
f2

f2
0
\0 −

f2
0 + f

2

f2
0

g8 9 · [8C (22)

= B 9 C +
(
f2

0 + f
2

f2
0

) (
[ 9 C − g8 9 · [8C

)
.

This variable is constructed to be normally distributed with mean \C . The variance

is computed to be f2
I ≡ f2 +

(
f2

0+f
2

f2
0

)2
(1 − g2

8 9
). Thus, we compute 8’s action upon

observing I 9 C in the usual manner

E[\8C |B8C , [8C , g8 9 , ℎ8C , G 9 C] =
f̃2

f̃2 + f2
I

I 9 C +
f2
I

f̃2 + f2
I

(G8C − [8C) + [8C . (23)
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The final step of the derivation is to substitute f̃2, f2
I , and I8C with the primitives and

variables G 9 C , G8C , and [8C . For the sake of clarity, I break up this step into computing the
coefficients for each variable separately. From (23) and (22), the coefficient for G 9 C is

f̃2

f̃2 + f2
I

·
f2

0 + f
2

f2
0

=

f2
0f

2

f2
0+f2

f2
0f

2

f2
0+f2 + f2 +

(
f2

0+f2

f2
0

)2
(1 − g2

8 9
)
·
f2

0 + f
2

f2
0

=
f2

f2
0f

2

f2
0+f2 + f2 +

(
f2

0+f2

f2
0

)2
(1 − g2

8 9
)
= U(g8 9 ).

The coefficient for 8’s own opinion G8C is the most straight forward to compute

f2
I

f̃2 + f2
I

=

f2 +
(
f2

0+f
2

f2
0

)2
(1 − g2

8 9
)

f2
0f

2

f2
0+f2 + f2 +

(
f2

0+f2

f2
0

)2
(1 − g2

8 9
)
= V(g8 9 ).

The coefficient of the prior mean \0 is given by

− f̃2

f̃2 + f2
I

· f
2

f2
0
= − f4

2f2
0f

2 + f4 + f2
0

(
f2

0+f2

f2
0

)3
(1 − g2

8 9
)
= W(g8 9 ).

Finally, the coefficient for [8C is

f̃2

f̃2 + f2
I

·
(
−
f2

0 + f
2

f2
0

)
g8 9 −

f2
I

f̃2 + f2
I

+ 1

=

f2
0f

2

f2
0+f2

f2
0f

2

f2
0+f2 + f2 +

(
f2

0+f2

f2
0

)2
(1 − g2

8 9
)
·
(
−
f2

0 + f
2

f2
0

)
g8 9 −

f2 +
(
f2

0+f
2

f2
0

)2
(1 − g2

8 9
)

f2
0f

2

f2
0+f2 + f2 +

(
f2

0+f2

f2
0

)2
(1 − g2

8 9
)
+ 1

= −
g8 9f

2(
1−g2

8 9

)
(f2

0+f2)2
f4

0
+ f2

0f
2

f2
0+f2 + f2

−

(
1−g2

8 9

)
(f2

0+f
2)2

f4
0

+ f2(
1−g2

8 9

)
(f2

0+f2)2
f4

0
+ f2

0f
2

f2
0+f2 + f2

+ 1 = ^(g8 9 ).

Posterior Variance. Let us now compute the posterior variance of \C upon observing
9’s action when the similarity is known. Before observing 9’s action, recall that \C is
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normally distributed with variance f̃2. As highlighted above, observing 9’s action is
equivalent to observing the signal I 9 C with a mean of \C and variance f2

I . Thus, the
posterior variance of \C upon observing 9’s action is f̃2f2

I

f̃2+f2
I
. Thus, when similarity is

known*∗(g8 9 ) = −
f̃2f2

I

f̃2+f2
I
.

Choosing the Agent to Observe. Upon observing his own signal and bias, agent 8
computes the expected utility from proceeding to observe 9’s opinion to be

E [E [D(H8C ; \8C) |ℎ8C+1] |B8C , [8C , ℎ8C] = −E [Var(\8C |ℎ8C+1) |B8C , [8C , ℎ8C] (24)

with ℎ8C+1 = (G 9 C , B8C , [8C , ℎ8C). Using the law of total variance, we can express the ex post
expected utility as

E [D(H8C ; \8C) |ℎ8C+1] = −Var(\8C |ℎ8C+1)
= −E[Var(\8C |ℎ8C+1, g8 9 ) |ℎ8C+1] − Var(E[\8C |ℎ8C+1, g8 9 ] |ℎ8C+1)

As *∗(g8 9 ) = −Var(\8C |ℎ8C+1, g8 9 ), the first term simplifies to E[*∗(g8 9 ) |ℎ8C+1]. Letting
H(ℎ8C+1, g8 9 ) ≡ E[\8C |ℎ8C+1, g8 9 ] be the action taken if similarity were known, then the
second term is equal to −Var

(
H(ℎ8C+1, g8 9 ) |ℎ8C+1

)
. Thus we can write (24) as

E[*∗(g8 9 ) |ℎ8C] − E[(H8C (ℎ8C+1, g8 9 ) − H8C (ℎ8C+1))2 |ℎ8C] (25)

When similarity is either low or high g8 9 ∈ {g! , g�}, the expected utility from observ-
ing another individual can be numerically computed using the following Mathematica
code. We use the change of variable I 9 C for 9’s opinion (22). The variances f̃2 and f2

I

are denoted by Σ and ΣI respectively. The function 5g is the conditional density of I 9 C
given 8’s opinion G8C , bias [8C , and the similarity g8 9 and 5 marginalizes over the similarity
given @ = Pr(g8 9 = g�). The conditional action (9) is denoted by Hg. Finally, denotes
the expected utility from observing 9’s opinion (25).

Σ[f0_, f_]:= f0∧2∗f∧2
f0∧2+f∧2Σ[f0_, f_]:= f0∧2∗f∧2
f0∧2+f∧2Σ[f0_, f_]:= f0∧2∗f∧2
f0∧2+f∧2

ΣI [f0_, f_, g_]:=f∧2 +
(
f0∧2+f∧2
f0∧2

)
∧2 ∗ (1 − g∧2)ΣI [f0_, f_, g_]:=f∧2 +

(
f0∧2+f∧2
f0∧2

)
∧2 ∗ (1 − g∧2)ΣI [f0_, f_, g_]:=f∧2 +

(
f0∧2+f∧2
f0∧2

)
∧2 ∗ (1 − g∧2)

fg [z_, x_, f0_, f_, [_, g_]:=PDF
[
NormalDistribution

[
G − [, (Σ[f0, f] + ΣI [f0, f, g])∧ (1/2)

]
, I

]
fg [z_, x_, f0_, f_, [_, g_]:=PDF

[
NormalDistribution

[
G − [, (Σ[f0, f] + ΣI [f0, f, g])∧ (1/2)

]
, I

]
fg [z_, x_, f0_, f_, [_, g_]:=PDF

[
NormalDistribution

[
G − [, (Σ[f0, f] + ΣI [f0, f, g])∧ (1/2)

]
, I

]
5 [z_, x_, f0_, f_, [_, q_,L_,H_]:=@ ∗ fg [I, G, f0, f, [, �] + (1 − @) ∗ fg [I, G, f0, f, [, !]5 [z_, x_, f0_, f_, [_, q_,L_,H_]:=@ ∗ fg [I, G, f0, f, [, �] + (1 − @) ∗ fg [I, G, f0, f, [, !]5 [z_, x_, f0_, f_, [_, q_,L_,H_]:=@ ∗ fg [I, G, f0, f, [, �] + (1 − @) ∗ fg [I, G, f0, f, [, !]

yg [z_, x_, f0_, f_, g_, [_]:= Σ[f0,f ]
Σ[f0,f ]+ΣI [f0,f,g ] ∗ I +

ΣI [f0,f,g ]
Σ[f0,f ]+ΣI [f0,f,g ] ∗ (G − [) + [yg [z_, x_, f0_, f_, g_, [_]:= Σ[f0,f ]

Σ[f0,f ]+ΣI [f0,f,g ] ∗ I +
ΣI [f0,f,g ]

Σ[f0,f ]+ΣI [f0,f,g ] ∗ (G − [) + [yg [z_, x_, f0_, f_, g_, [_]:= Σ[f0,f ]
Σ[f0,f ]+ΣI [f0,f,g ] ∗ I +

ΣI [f0,f,g ]
Σ[f0,f ]+ΣI [f0,f,g ] ∗ (G − [) + [

H[z_, x_, f0_, f_, [_, q_,L_,H_]:=yg [I, G, f0, f, �, [] ∗ fg [I,G,f0,f,[,� ]∗@
fg [I,G,f0,f,[,� ]∗@+fg [I,G,f0,f,[,! ]∗(1−@) +H[z_, x_, f0_, f_, [_, q_,L_,H_]:=yg [I, G, f0, f, �, [] ∗ fg [I,G,f0,f,[,� ]∗@
fg [I,G,f0,f,[,� ]∗@+fg [I,G,f0,f,[,! ]∗(1−@) +H[z_, x_, f0_, f_, [_, q_,L_,H_]:=yg [I, G, f0, f, �, [] ∗ fg [I,G,f0,f,[,� ]∗@
fg [I,G,f0,f,[,� ]∗@+fg [I,G,f0,f,[,! ]∗(1−@) +

yg [I, G, f0, f, !, [] ∗ fg [I,G,f0,f,[,! ]∗(1−@)
fg [I,G,f0,f,[,� ]∗@+fg [I,G,f0,f,[,! ]∗(1−@)yg [I, G, f0, f, !, [] ∗ fg [I,G,f0,f,[,! ]∗(1−@)
fg [I,G,f0,f,[,� ]∗@+fg [I,G,f0,f,[,! ]∗(1−@)yg [I, G, f0, f, !, [] ∗ fg [I,G,f0,f,[,! ]∗(1−@)
fg [I,G,f0,f,[,� ]∗@+fg [I,G,f0,f,[,! ]∗(1−@)
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, [x_, f0_, f_, [_, q_,L_,H_]:= − @ ∗ Σ[f0,f ]∗ΣI [f0,f,� ]
Σ[f0,f ]+Σz[f0,f,� ] − (1 − @) ∗

Σ[f0,f ]∗Σz[f0,f,! ]
Σ[f0,f ]+Σz[f0,f,! ]−, [x_, f0_, f_, [_, q_,L_,H_]:= − @ ∗ Σ[f0,f ]∗ΣI [f0,f,� ]

Σ[f0,f ]+Σz[f0,f,� ] − (1 − @) ∗
Σ[f0,f ]∗Σz[f0,f,! ]
Σ[f0,f ]+Σz[f0,f,! ]−, [x_, f0_, f_, [_, q_,L_,H_]:= − @ ∗ Σ[f0,f ]∗ΣI [f0,f,� ]

Σ[f0,f ]+Σz[f0,f,� ] − (1 − @) ∗
Σ[f0,f ]∗Σz[f0,f,! ]
Σ[f0,f ]+Σz[f0,f,! ]−

NIntegrate[NIntegrate[NIntegrate[(
(yg[I, 8, f0, f, �, [] − H[I, 8, f0, f, [, @, !, �])∧2 ∗ fg [I,8,f0,f,[,� ]∗@

fg [I,8,f0,f,[,� ]∗@+ 5 [I,8,f0,f,[,! ]∗(1−@) +
(
(yg[I, 8, f0, f, �, [] − H[I, 8, f0, f, [, @, !, �])∧2 ∗ fg [I,8,f0,f,[,� ]∗@

fg [I,8,f0,f,[,� ]∗@+ 5 [I,8,f0,f,[,! ]∗(1−@) +
(
(yg[I, 8, f0, f, �, [] − H[I, 8, f0, f, [, @, !, �])∧2 ∗ fg [I,8,f0,f,[,� ]∗@

fg [I,8,f0,f,[,� ]∗@+ 5 [I,8,f0,f,[,! ]∗(1−@) +

(yg[I, 8, f0, f, !, [] − H[I, 8, f0, f, [, @, !, �])∧2 ∗ fg [I,8,f0,f,[,! ]∗(1−@)
fg [I,8,f0,f,[,� ]∗@+fg [I,8,f0,f,[,! ]∗(1−@)

)
∗ 5 [I, 8, f0, f, [, @, !, �],(yg[I, 8, f0, f, !, [] − H[I, 8, f0, f, [, @, !, �])∧2 ∗ fg [I,8,f0,f,[,! ]∗(1−@)

fg [I,8,f0,f,[,� ]∗@+fg [I,8,f0,f,[,! ]∗(1−@)

)
∗ 5 [I, 8, f0, f, [, @, !, �],(yg[I, 8, f0, f, !, [] − H[I, 8, f0, f, [, @, !, �])∧2 ∗ fg [I,8,f0,f,[,! ]∗(1−@)

fg [I,8,f0,f,[,� ]∗@+fg [I,8,f0,f,[,! ]∗(1−@)

)
∗ 5 [I, 8, f0, f, [, @, !, �],

{I,−∞,∞}]{I,−∞,∞}]{I,−∞,∞}]

Plotting , for various parameter values suggests it to be increasing in the expected
similarity. No counterexamples have been yet been found.

B.2 Extension: Binary Parameter

This appendix explores a variation on the model in which preference parameters are
binary-valued. This variation is more simple than the baseline model and allows for a
stronger characterization of the dynamic formation of individuals into echo chambers.

Setup. In period C, individual 8 seeks to learn \8C ∈ {0, 1} ⊂ R. For example, each
period the population is presentedwith two competing political policies and \8C is themost
beneficial option for individual 8. Preference parameters are drawn independently across
periods according to the marginal distribution Pr(\8C = 0) ∈ (0, 1) for each individual
8 in period C. Within each period, the preference parameters are correlated between
individuals with the similarity referring to the correlation coefficient g8 9 = corr(\8C , \ 9 C).
Individuals do not observe the similarity but it is common knowledge that the matrix of
similarities 3 is drawn from a distribution & ∈ Δ ( [0, 1]=×=) before the start of the game
and remains fixed for all time.

Upon entering period C, individual 8 receives a private signal B8C ∈ ( according
to probability measure `\8C ∈ Δ( with `0 and `1 mutually absolutely continuous and
`0 ≠ `1. Each individual 8 then forms his opinion G8C = E[\8C |B8C] and then selects another
individual 9 ≠ 8 and observes his opinion G 9 C . Each individual 8 then takes an action
H8C ∈ R to maximize the expectation of his utility for that period D(H8C ; \8C) = −(H8C−\8C)2.

Results. When considering who to observe in period C, individual 8 consults his history
of observations up to that point ℎ8C and considers the perceived similarity &(·|ℎ8C) with
the others. As we prove below (Lemma B.1), because preference parameters follow a
binary distribution and have identical marginal distributions, the joint distribution of the
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parameters for two individuals follows a simple functional form

5 (\8C , \ 9 C |g8 9 ) = g8 9 5 (\8C)1\ 9C=\8C (\8C , \ 9 C) + (1 − g8 9 ) 5 (\8C) 5 (\ 9 C). (26)

From 8’s vantage point, the conditional distribution of 9’s parameter given his own only
depends on the history ℎ8C through their expected similarity ḡ8 9 (ℎ8C) = E

[
g8 9 |ℎ8C

]
5 (\ 9 C |\8C , ℎ8C) =

∫
5 (\ 9 C |\8C , g8 9 )d&(g8 9 |ℎ8C) (27)

= ḡ8 9 (ℎ8C)1\ 9C=\8C (\8C , \ 9 C) +
(
1 − ḡ8 9 (ℎ8C)

)
5 (\ 9 C). (28)

Using this expression and letting � (G 9 C |·) represent the CDF of 9’s action, we can write

� (G 9 C |\8C , ℎ8C) = ḡ8 9 (ℎ8C)� (G 9 C |\8C) +
(
1 − ḡ8 9 (ℎ8C)

)
� (G 9 C). (29)

If 9 has a higher expected similarity than : , then observing : is equivalent to observing
9 with probability ḡ8:

ḡ8 9
(ℎ8C) and observing noise with the complementary probability.

Hence, 9’s action is Blackwell more informative than :’s action so that 8 always does
best by observing the individual with the highest expected similarity (Blackwell, 1951).
Recall that the disagreement between 8 and 9 is defined as the squared difference be-
tween their opinions, 38 9 (C) = (G8C − G 9 C)2. Computing the expected disagreement
E[38 9 (C) |ℎ8C] = 2Var(G8C) − 2Cov(G8C , G 9 C |ℎ8C). Recall Hoeffding’s covariance identity

Cov(G8C , G 9 C |ℎ8C) = E
[
Pr(G8C ≤ G̃8, G 9 C ≤ G̃ 9 |ℎ8C) − Pr(G8C ≤ G̃8 |ℎ8C) Pr(G 9 C ≤ G̃ 9 |ℎ8C)

]
.

Lemma B.2 below verifies Pr(G8C ≤ G̃8, G 9 C ≤ G̃ 9 |ℎ8C) to be increasing in the expected
similarity while the marginal distribution of opinions is history independent. Thus, we
obtain the following result.

Proposition B.1. In each period, individuals observe the opinions of those with whom
they ex ante expect the least disagreement. That is, 98C ∈ arg min 9 E[38 9 (C) |ℎ8C] for all
8 = 1, ..., = and C = 1, 2, . . . .

This simple decision rule culminates in clear patterns for societal disagreement.
Recall that in-group disagreement is the average disagreement observed by an individual
�C =

1
=

∑
8, 9 38 9 (C)1 9= 98C , and out-group disagreement is the average disagreement that an

individual does not observe �′C = 1
=(=−2)

∑
8, 9 38 9 (C)1 9≠8, 98C .
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Proposition B.2. Expected in-group disagreement does not exceed expected out-group
disagreement for any period. That is,

E [�C] ≤ E
[
�′C

]
for all C = 1, 2, . . . (30)

with a strict inequality in any period C with a positive probability that some individual 8
strictly prefers his choice 98C to some deviation 9 ≠ 8, 98C .

Proof. The result follows by using iterated expectations to express these terms as
E [�C] = 1

=

∑
8 E

[
E

[
38 98C |ℎ8C

] ]
and E

[
�′C

]
= 1

=(=−2)
∑
8, 9≠8, 98C

E
[
E

[
38 9 (C) |ℎ8C

] ]
and not-

ing that Proposition B.1 guarantees E
[
38 98C |ℎ8C

]
≤ 1

=−2
∑
9≠8, 98C

E
[
38 9 |ℎ8C

]
for all 8 =

1, 2, ..., =. Notice that this inequality is strict at any history where an individual strictly
prefers his choice to some deviation since this would imply that E

[
g8 98C |ℎ8C

]
> E

[
g8 9 |ℎ8C

]
and hence E

[
38 98C |ℎ8C

]
< E

[
38 9 |ℎ8C

]
for some 9 ≠ 8, 98C . �

Consider how the disparity between in-group and out-group disagreement evolves
over time. Notice that if observational networks are fixed, the difference between these
two also remains fixed. Since individuals seek minimal disagreement, the expected
disagreement encountered by an individual E

[
38 9C (8) |ℎ8C

]
becomes a supermartingale

process with respect to his history,

E
[
E

[
38 9C+1 (8) (C + 1) |ℎ8,C+1

]
|ℎ8C

]
≤ E

[
E

[
38 9C (8) (C + 1) |ℎ8,C+1

]
|ℎ8C

]
= E

[
38 9C (8) |ℎ8C

]
where the inequality is strict at any history ℎ8C+1 where 8 strictly prefers his choice 98C+1
to 98C . Taking the expectation over all histories, we can characterize the dynamics of
disagreement.

Proposition B.3. Expected in-group disagreement is decreasing over time. That is,

E [�C+1] ≤ E [�C] for all C = 1, 2, . . . (31)

with a strict inequality in any period C+1 with a positive probability that some individual
8 strictly prefers his choice 98C+1 to 98C .

Thus, we see that when preference parameters are binary-valued, the prediction
that individuals form into echo chambers is even sharper in the sense expected in-
group disagreement declines from one period to the next, without needing to appeal to
asymptotics.

Additional Proofs. We conclude with two lemmas supporting the arguments above.
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Lemma B.1. Let - and . be random variables taking values in {0, 1} ⊂ R, with a
symmetric joint probability mass function 6(G, H) and identical nondegenerate marginal
probability mass functions 5 (G) and 5 (H). Letting d = corr(-,. ) denote the correlation
coefficient of - and . , the joint probability mass function is represented by

6 (G, H) = d 5 (G)1G=H (G, H) + (1 − d) 5 (G) 5 (H).

Proof. Using the assumed symmetry, we can express the covariance

Cov (-,. ) =
∑
G,H

6(G, H) (G − E [G]) (H − E [H])

= 02
(
6(0, 0) − 5 (0)2

)
+ 201 (6 (0, 1) − 5 (0) 5 (1)) + 12

(
6 (1, 1) − 5 (1)2

)
By symmetry as well as the law of total probability ( 5 (0) = 6(0, 0) + 6(0, 1) and
5 (1) = 6(1, 1) + 6(0, 1)), we obtain

6(0, 0) − 5 (0) = 6(1, 1) − 5 (1)

which, subtracting 5 (0)2 = (1 − 5 (1))2 from both sides and simplifying yields

6(0, 0) − 5 (0)2 = 6(1, 1) − 5 (1)2.

The identity 5 (0) = 6(0, 0)+6(0, 1) rearranges to 6(0, 1)− 5 (0) 5 (1) = 5 (0)2−6(0, 0)
and thus the covariance becomes

(0 − 1)2(6(0, 0) − 5 (0)2).

Dividing by the product of the standard deviations

Var [-]1/2 Var [. ]1/2 = 5 (0) 5 (1) (1 − 0)2

obtains the correlation coefficient

d =
6(0, 0) − 5 (0)2

5 (0) 5 (1) =
6(1, 1) − 5 (1)2

5 (0) 5 (1) = −6(0, 1) − 5 (0) 5 (1)
5 (0) 5 (1) .

Rearranging these equations obtains the desired representation. �

Lemma B.2. Pr(G8C ≤ U, G 9 C ≤ V |ℎ8C) is strictly increasing in the expected similarity for
all U and V such that 0 < Pr(G8C ≤ U), Pr(G8C ≤ V) < 1.
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Proof. By Lemma A.1 in Smith and Sorensen (2000), we can, without loss in generality,
identify each signal with the corresponding private belief that the parameter is \8C = 1
(i.e. B8C = Pr(\8C = 1 |B8C)). As opinions are strictly increasing in signals, we obtain

Pr(G(B8C) ≤ U, G(B 9 C) ≤ V |ℎ8C) = Pr(B8C < U′, B 9 C < V′|ℎ8C) (32)

where G(B) is the opinion formed when the signal is B, U′ ≡ G−1(U), and V′ ≡ G−1(V).
Using Lemma B.1 and denoting �\ (k) ≡ `\ ((0, k]) for \ ∈ {0, 1} and � (k) ≡
?0�0 (k) + (1 − ?0)�1 (k), we can unpack this expression as

Pr(B8C ≤ U′, B 9 C ≤ V′|ℎ8C) =
∑
\=0,1

?\�\ (V′)
(
ḡ8 9�\ (U′) + (1 − ḡ8 9 )� (U′)

)
.

Differentiating the above expression in ḡ8 9 and simplifying terms, we obtain

?0?1 (�0 (V′) − �1 (V′)) (�0 (U′) − �1 (U′)) . (33)

FromLemmaA.1 part (c) in Smith andSorensen (2000), �1 has strict first order stochastic
dominance over �0, implying that (33) is positive. �
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